Design and Structural Optimization of Topological Interlocking Assemblies

ZIQI WANG, EPFL
PENG SONG, EPFL, Singapore University of Technology and Design
FLORIN ISVORANU, EPFL
MARK PAULY, EPFL

We study assemblies of convex rigid blocks regularly arranged to approximate a given freeform surface. Our designs rely solely on the geometric arrangement of blocks to form a stable assembly, neither requiring explicit connectors or complex joints, nor relying on friction between blocks. The convexity of the blocks simplifies fabrication, as they can be easily cut from different materials such as stone, wood, or foam. However, designing stable assemblies is challenging, since adjacent pairs of blocks are restricted in their relative motion only in the direction orthogonal to a single common planar interface surface. We show that despite this weak interaction, structurally stable, and in some cases, globally interlocking assemblies can be found for a variety of freeform designs. Our optimization algorithm is based on a theoretical link between static equilibrium conditions and a geometric, global interlocking property of the assembly—that an assembly is globally interlocking if and only if the equilibrium conditions are satisfied for arbitrary external forces and torques. Inspired by this connection, we define a measure of stability that spans from single-load equilibrium to global interlocking, motivated by tilt analysis experiments used in structural engineering. We use this measure to optimize the geometry of blocks to achieve a static equilibrium for a maximal cone of directions, as opposed to considering only self-load scenarios with a single gravity direction. In the limit, this optimization can achieve globally interlocking structures. We show how different geometric patterns give rise to a variety of design options and validate our results with physical prototypes.

CCS Concepts: • Computing methodologies → Shape modeling; • Applied computing → Computer-aided manufacturing;
Additional Key Words and Phrases: 3D assembly, topological interlocking, equilibrium, stability analysis, computational design, structural optimization

1 INTRODUCTION

This paper is about assemblies of convex rigid blocks. More specifically, we study how an ensemble of convex blocks, arranged in a regular topology to approximate a freeform surface, can form stable assemblies. Consider the two cubes of Figure 2-a. Assuming no friction forces act on the interface, a necessary condition for the cubes to form a stable stack is that the contact plane is orthogonal to the direction of gravity. In addition, we require that the center of gravity of the top block projects down into the contact polygon. This arrangement is in static equilibrium, but this equilibrium itself is not stable. Even the slightest tilt of the stack in any direction will cause the top block to slide and topple off.

Now let us consider three blocks (Figure 2-b). The light gray block on top has two contacts, each constraining its motion in the direction orthogonal to the contact plane. In this case, we can tilt the ensemble around the axis defined by the intersection of the contact planes and retain an equilibrium state. Effectively, the space of tilt directions under which the assembly is in equilibrium has been expanded from a single point to a 1D arc.
we want to closely approximate a double curved surface. However, ACM Transactions on Graphics, Vol. 38, No. 6, Article 193. Publication date: November 2019.

193:2

• roof structure (right).

locking assembly composed of identical convex blocks that form a planar

Fig. 3. The Abeille vault (sketch from 1734 on the left) is a globally interlocking assembly composed of identical convex blocks that form a planar roof structure (right).

Adding a third support block allows creating a 2D set of equilibrium directions (Figure 2-c). The top block is now in a stable configuration when tilting the ground plane around an arbitrary axis in some limited angle range. For a single cube to be completely immobilized no matter how the ensemble is rotated, we would need to constrain all six contact planes (Figure 2-d). In fact, this arrangement can be extended to form a regular assembly of cubes that cover the plane (see Figure 5-b). This specific pattern forms a so-called topological interlocking (TI) assembly [Dyskin et al. 2019]. Assuming the boundary is fixed, all interior cubes are mutually blocking each other. More specifically, this arrangement also forms a globally interlocking structure, where each part and each subset of parts is immobilized [Song et al. 2012].

Do we always need six neighbors to completely immobilize a convex element? The answer is no, because we can construct a non-empty polytope by intersecting four planes, hence a block constructed in this way can be completely immobilized by four neighbors. This construction is well known and has been used, for example, in the Abeille vault structure shown in Figure 3. These types of planar regular assemblies composed of identical blocks have been extensively studied in material science and mechanical engineering, where they have proven to have superior structural properties; see detailed discussion in Section 2.

So can we extend this concept from planar assemblies to curved freeform surfaces? And can we retain the advantageous structural properties of planar TI assemblies, in particular the global interlocking property? It is clear that we cannot use identical elements if we want to closely approximate a double curved surface. However, we can easily modify the shapes of the blocks so that the assembly conforms well to a given design surface [Fallacara et al. 2019]. For example, the assembly shown in Figure 4, created by a constructive method detailed later, well approximates a spherical design surface. Each block in this assembly is immobilized by its neighbors, i.e., no block can move if we assume each adjacent block is fixed. With the global peripheral constraint given by a complete ring of fixed boundary blocks shown in dark gray, the assembly should then be globally interlocking.

Unfortunately, this reasoning is flawed. While it is true that no block can move individually, sub-groups of blocks can move simultaneously along different trajectories (see also supplementary video). This kind of multi-part instability is not captured by existing methods and provides a first indication that globally interlocking TI assemblies are difficult to obtain for curved surfaces. Motivated by this observation, we focus on designing TI assemblies that are as close to global interlocking as possible.

Contributions. Our goal is to design structurally stable assemblies with convex rigid blocks that closely conform to a given design surface. We focus in this paper on convex elements with planar faces because they can easily be fabricated by blade or wire cutting, but also because of their superior structural integrity [Alexandrov 2005]. Geometrically, however, the convexity of blocks poses the biggest challenge in terms of creating stable assemblies, because two adjacent parts are only constrained in one direction by their mutual contact. To address this challenge, we make the following contributions:

• We introduce a new, general algorithm to test for global interlocking that considers not only part translation, but also rotation, thus avoiding false positives that can occur with existing methods.

• We formalize a theoretical link between static equilibrium conditions and a global interlocking property with a mathematical proof.

• We propose a quantitative measure for structural stability of assemblies and present a gradient-based method that optimizes the geometry of blocks to maximize this measure.

• We develop an interactive design tool that allows a real-time preview and efficient exploration of a wide range of design parameters of TI assemblies.

Overview. The rest of the paper is organized as follows: We first discuss related work in Section 2. Section 3 reviews the mathematical formulation of static equilibrium analysis and our global interlocking test, and establishes a formal connection between them.
Section 4 introduces a stability measure that can be interpreted as a structural condition in-between single-load equilibrium and global interlocking. Section 5 introduces a parametric model for TI assemblies that facilitates a constructive approach for design exploration. Section 6 presents a gradient-based optimization to improve the structural stability of an assembly with respect to the measure. In Section 7 we show and discuss a variety of TI assemblies designed by our approach. We conclude with a discussion of limitations of our approach and identify opportunities for future research.

2 RELATED WORK

Our research is situated at the interface of computer graphics, structural engineering, and architectural design, and we discuss the most related previous work in these fields below. Specifically, we focus on computational methods for interlocking assemblies, self-supporting structures, structural optimization, and TI assemblies.

Interlocking Assemblies. In an interlocking assembly, there is only one movable part, called the key, while all other parts as well as any subset of parts are immobilized relative to one another by their geometric arrangement [Song et al. 2012]. Starting from the key, the assembly can be gradually disassembled into individual parts by following specific orders.

Several computational methods have been developed to construct interlocking assemblies for different applications, including puzzles [Song et al. 2012; Tang et al. 2019; Xin et al. 2011], 3D printed objects [Song et al. 2015; Yao et al. 2017a], laser-cut polyhedrons [Song et al. 2016], and furniture [Fu et al. 2015; Song et al. 2017]. Zhang and Balkcom [2016] explored a small set of reusable voxel-like interlocking blocks for building 3D structures, while Wang et al. [2018] developed a unified framework to design interlocking assemblies of different forms by leveraging a graph-based representation.

The above works achieve the challenging goal of making an assembly interlocking by constructing parts with irregular shape or integral joints that closely constrain the relative inter-part motion. In contrast, our TI assemblies are composed of simple convex blocks and a boundary frame that holds the entire structure. This makes it difficult to obtain TI assemblies that are globally interlocking, since planar contacts between the convex blocks have relatively weak capability to restrict inter-block movement.

Self-supporting Structures. A self-supporting structure is an arrangement of blocks without external supports that is in static equilibrium with gravity-induced compression forces holding all the blocks in place. According to the safety theorem [Heyman 1966], a structure is self-supporting if there exists a thrust surface contained within the structure that forms a compressive membrane resisting the load applied to the structure. Several papers proposed computational design methods for freeform self-supporting surfaces [de Goes et al. 2013; Liu et al. 2013; Miki et al. 2015; Tang et al. 2014; Vouga et al. 2012]. From these, self-supporting structures can be generated by thickening the surface and partitioning it into multiple blocks [Fanozzo et al. 2013; Rippmann et al. 2016].

Different from the continuous concept of self-supporting surfaces, the design of TI assemblies is discrete in nature, since the stability of the assembly directly relies on the blocks’ geometry and their mutual arrangement, rather than on specific properties of the underlying design surface. As we show in this paper, TI assemblies can be in static equilibrium for a cone of directions and even become globally interlocking for certain geometries, without relying on friction between the blocks. They can also approximate surfaces that are not self-supporting; see Section 7.

Stability Analysis and Structural Optimization. The equilibrium method [Shin et al. 2016; Whiting et al. 2009; Yao et al. 2017b] is the current state of the art for stability analysis of 3D assemblies in graphics and architecture. This approach assumes rigid component parts and focuses on the balance of the external forces acting on each part. Whiting and colleagues [2009] integrated the equilibrium method with procedural modeling to design structurally sound masonry, and later extended the approach with a gradient descent optimization [Whiting et al. 2012]. The stability of masonry structures under lateral acceleration also can be analyzed based on static equilibrium [Ochsendorf 2002; Zessin 2012], which can be simulated with a tilt analysis that rotates the ground plane of the structure to apply both a horizontal and vertical acceleration to the structure; see the inset. For a given rotation axis, the critical tilt angle $\phi$ gives the minimum value of lateral acceleration to cause the structure to collapse, providing a measure of the structure’s lateral stability [Shin et al. 2016; Yao et al. 2017b]. We generalize this measure by considering all possible azimuthal tilt directions and develop a structural optimization method that improves the stability of TI assemblies with respect to this measure by varying the the blocks’ geometry.

Topological Interlocking Assemblies. The principle of TI assemblies was discovered during the Renaissance when French architect Joseph Abeille realized a flat vault with truncated tetrahedrons that can support itself [Brocato and Mondardini 2012; Vella and Kotnik 2016]. In 1984, the same principle was used by Glickman [1984] for developing a new paving system. It was later found that a planar TI assembly can be constructed from all platonic bodies [Dyskin et al. 2003a]; see Figure 5 for some examples.

Several other works in material science study the design of new TI blocks for planar structures. Dyskin et al. [2013] proposed a method to construct the shape of convex TI elements from a tiling of the middle plane. Weizmann et al. [2016; 2017] explored different 2D tessellations (regular, semi-regular and non-regular tessellations) to discover new TI blocks for building floors. Besides convex polyhedra, elements with curved contact surfaces can also form planar TI assemblies [Dyskin et al. 2003b; Javan et al. 2016];
We study TI assemblies with convex rigid blocks that can exhibit TI assemblies from a geometric perspective, formulates the design of freeform 3D TI assemblies [Fallacara et al. 2019]. Tessmann [2012] presented a catalog of parametric elements that can form an architectural TI structure. Weizmann et al. [2016] designed TI assemblies with curvilinear shape by projecting a 2D tessellation onto a curved surface and constructing the TI blocks following the surface curvature. Bejarano and Hoffmann [2019] proposed a constructive approach to generate 3D TI assemblies that maintain alignment of the blocks, focusing purely on the geometric design without considering fabrication and assembly. Although several experimental prototypes have been shown in some of the above works, no analysis or optimization of the structural behavior is given, nor is the concept of global interlocking systematically studied.

Our work quantifies, for the first time, the structural stability of TI assemblies from a geometric perspective, formulates the design of structurally stable freeform TI assemblies as a geometric optimization over a parametric model of the assembly, and presents an interactive tool that allows users to control various design parameters and to optimize the assembly for improving the stability.

3 ASSEMBLY STABILITY ANALYSIS

We study TI assemblies with convex rigid blocks that can exhibit two types of contacts, face-face and edge-edge contacts as illustrated in Figure 6. We represent a TI assembly with \( n \) component parts as \( P = \{P_i\} \), where \( P_i (1 \leq i < n) \) is a block and \( P_n \) is the boundary frame that defines the global peripheral constraint. In this section, we first present the mathematical formulation for identifying two structurally stable states of TI assemblies, global interlocking and static equilibrium, and then formalize the connection between these two states with a mathematical proof.

3.1 Global Interlocking Test

To test global interlocking of a given 3D assembly, we need to test immobilization (or mobility) of each part and each part group. Existing works assume that translational motions are sufficient for disassembly, and that rotational part motions are generally not required. These methods focus on 3D assemblies with orthogonal parts connection [Song et al. 2012; Xin et al. 2011] or with integral joints that only allow translational motion of parts [Fu et al. 2015; Wang et al. 2018; Yao et al. 2017a]. As a consequence, parts or part groups that are movable along a finite number of translational directions can be identified either with exhaustive search [Song et al. 2012] or a more efficient graph-based approach [Wang et al. 2018].

In our TI assemblies, however, adjacent blocks have only a single planar contact (i.e., no complex joint); see Figure 6. In such assemblies, it is possible that parts (or part groups) can be taken out from the assembly with rotation(s) but not translation(s); see the inset for an example, which is reproduced from [Wilson and Matsui 1992]. It is therefore essential to consider both translation and rotation of each individual part and each part group when testing for global interlocking, which renders existing approaches inapplicable. To address this challenge, we propose a general algorithm to test global interlocking based on solving the well-known non-penetration linear inequalities in a rigid body system [Kaufman et al. 2008].

For a TI assembly \( P \) with \( n \) component parts and \( m \) contacts, we denote the polygonal contact between \( P_i \) and \( P_j \) as \( C_l (l \in [1, m]) \), vertices of \( C_l \) as \( \{c_k\} \) where \( 1 \leq k \leq v_l \) \((v_l = |\{c_k\}|)\), and normal of \( C_l \) as \( n_l \). We enforce that \( n_l \) always points towards the part with the larger index. To simplify notation, we assume \( i < j \) and thus \( n_l \) always points towards \( P_j \); see Figure 7-a.

We model both types of contacts in TI assemblies (see Figure 6) as a set of point-plane contact constraints:

- A face-face contact constraint is modeled as a set of point-plane constraints at the vertices of the (convex) contact polygon; see Figure 6-a.
- An edge-edge contact constraint is modeled as a point-plane constraint between the contact point and the plane containing the two edges, whose normal is denoted as \( n_l \) also; see Figure 6-b.

Consider that each rigid part \( P_i \) can translate and rotate freely in 3D space. We denote the linear velocity of \( P_i \) as \( t_i \), the angular velocity of \( P_i \) as \( \omega_i \), and the local motion of \( P_i \) as a 6D spatial vector \( Y_i = [t_i^T, \omega_i^T]^T \); see Figure 7-a. For an arbitrary vertex \( c_k \)

![Fig. 6. Two types of contacts in TI assemblies: (a) face-face and (b) edge-edge contacts. The contact region between the two blocks (with cyan frame) is colored in red while the discretized interaction force at each contact vertex is shown as a purple vector.](image)

![Fig. 7. Two parts \( P_i \) and \( P_j \) have a planar contact, where \( c \) is a point on the contact interface and \( r_{ij}^c \) is a vector from \( P_i \)’s centroid to \( c \) (analogously for \( r_{ij}^f \)). (a) \( P_i \) and \( P_j \) should not collide with each other at the contact during their movement, e.g., translation \( t_i \) and rotation \( \omega_i \) of \( P_i \). (b) Each block \( P_i \) is in equilibrium if there exists a system of interaction forces (e.g., \( -n_i f^c \)) that balance the external force \( g_i \) and torque \( r_j \) acting on it.](image)
We consider the assembly where \( c \) (abbreviated as previous methods [Song et al. 2012; Wang et al. 2018]. It can test for \( P \) \( P \) into two subparts, among which one subpart will form the key that will be taken out that lead to a static equilibrium state. 

Equilibrium analysis computes the interaction forces between the parts and the external forces and torques \( g \) and \( \tau \). Let \( \mathbf{Y} \) be the generalized velocity of the rigid body system \( \mathbf{Y} \) is the matrix of coefficients for the non-penetration constraints \( \mathbf{A} \) in Equation 5 and \( \mathbf{B} \) is the matrix of coefficients for the equilibrium equations [Whiting et al. 2009]; see Figure 6. 

Equation 4 describes the constraint of a point-plane contact between \( P_i \) and \( P_j \). By stacking the point-plane constraint in Equation 4 for each vertex of each contact in the TI assembly \( P \), we obtain a system of linear inequalities:

\[
\mathbf{B}_{\text{in}} \cdot \mathbf{Y} \geq 0 \quad \text{s.t.} \quad \mathbf{Y} 
eq 0 \tag{5}
\]

where \( \mathbf{Y} \) is the generalized velocity of the rigid body system \( \{P_i\} \), and \( \mathbf{B}_{\text{in}} \) is the matrix of coefficients for the non-penetration constraints among the blocks in the system (see the supplementary material).

To avoid the case that the assembly moves as a whole, we fix an arbitrary part, usually the boundary frame \( P_b \), by setting \( \mathbf{Y}_b = 0 \). We consider the assembly \( \mathbf{P} \) as globally interlocking, if the system in Equation 5 does not have any non-zero solution.\(^1\) We solve the system by formulating a linear program following [Wang et al. 2018]; please refer to the supplementary material for details.

Our formulation of the global interlocking test allows for a very efficient implementation. For example, it took 0.98 seconds to perform the test on the assembly of Figure 1 composed of 62 parts. More importantly, our interlocking test is more general than previous methods [Song et al. 2012; Wang et al. 2018]. It can test for global interlocking of arbitrary 3D assemblies with rigid parts where the part contacts can be modeled as a set of point-plane contact constraints [Wilson and Matsui 1992], no matter whether the parts are orthogonally or non-orthogonally connected, or what kinds of joints are used to connect the parts.

3.2 Static Equilibrium Analysis

Let us now consider how to analyze an assembly for static equilibrium. Let \( \mathbf{g}_i \) be the external force and \( \tau_i \) the torque acting on part \( P_i \) of an assembly \( \mathbf{P} \); see Figure 7-b. Let \( \mathbf{W}_i = [\mathbf{g}^T_i, \mathbf{r}^T_i] \). Given all the external forces and torques \( \mathbf{W} = [\mathbf{W}_1^T, \ldots, \mathbf{W}_n^T] \), static equilibrium analysis computes the interaction forces between the parts and determines whether there exists a network of interaction forces that lead to a static equilibrium state.

We perform the equilibrium analysis following the method in [Whiting et al. 2009] with two main modifications to make it suitable for TI assemblies:

- We ignore friction among the parts to avoid any dependence on physical material properties. Friction forces can be unreliable in practice, e.g., due to fabrication inaccuracies or material wear. As a consequence, our analysis is more conservative and only relies on the geometry of assembly parts.
- Blocks in TI assemblies have two types of contacts, i.e., face-face and edge-edge contacts rather than face-face contacts only [Whiting et al. 2009]; see Figure 6.

To discretize contact forces, we assign a 3D force to each vertex of each contact, and assume a linear force distribution across the contact polygon (for the face-face contacts only); see Figure 6. Since we ignore friction, the compressive contact force is always perpendicular to the contact interface. For a vertex \( c \) in \( C_j \) between \( P_i \) and \( P_j \) \((i < j)\), we denote the contact force size as \( f^c_i \) \((f^c_i \geq 0)\). Hence, the contact force applied on \( P_i \) is \( -\mathbf{n}_j f^c_i \), and consequently \( \mathbf{n}_j f^c_i \) on \( P_j \).

Static equilibrium conditions require that the net force and the net torque for each block \( P_i \) are equal to zero:

\[
\sum_{l \in L(i)} \sum_{k=1}^{v_l} \mathbf{n}_l f^c_{l,k} = -\mathbf{g}_i \tag{6}
\]

\[
\sum_{l \in L(i)} \sum_{k=1}^{v_l} (\mathbf{r}^c_{l,k} \times \mathbf{n}_l) f^c_{l,k} = -\tau_i \tag{7}
\]

where \( L(i) \) enumerates the contact IDs between \( P_i \) and its neighboring parts.

Combining the equilibrium constraints in Equation 6 and 7 for each block gives a linear system of equations:

\[
\mathbf{A}_{\text{eq}} \cdot \mathbf{F} = -\mathbf{W} \quad \text{s.t.} \quad \mathbf{F} \geq 0 \tag{8}
\]

where \( \mathbf{F} \) represents the unknown interaction forces in the assembly (i.e., contact force sizes at each vertex of each contact \( C_j \)). \( \mathbf{A}_{\text{eq}} \) is the matrix of coefficients for the equilibrium equations [Whiting et al. 2009], and \( \mathbf{W} \) represents the external forces and torques acting on the system, usually the weight of each part only without any torque. We solve Equation 8 following the approach in [Whiting et al. 2009]. In our implementation, it took 0.22 seconds to perform equilibrium analysis (under gravity) for the TI assembly in Figure 1.

3.3 Connection between Interlocking and Equilibrium

Interlocking and equilibrium describe two specific structural states of 3D assemblies. We make a formal connection between interlocking and equilibrium as follows:

An interlocking assembly is an assembly that is in equilibrium under arbitrary external forces and torques.

This connection relies on the fact that the coefficient matrix \( \mathbf{B}_{\text{in}} \) in Equation 5 and \( \mathbf{A}_{\text{eq}} \) in Equation 8 are transposed to each other, according to the well-known close relation between velocity kinematics and statics [Davidson and Hunt 2004].

The above statement can be formally proved based on a solvability theorem for a finite system of linear inequalities, in particular Farkas’ lemma [Farkas 1902]:

\[1\] To make the TI structure disassemblable, we will eventually break the boundary frame into two subparts, among which one subpart will form the key that will be taken out from the structure first.
There exists an $y$ while


experience arbitrary external forces.

the assembly's geometry, as real assemblies usually do not have to

interlocking requirement might impose too strict constraints on

under an arbitrary $\mathbf{A}$

is stable under a constant external force and torque configuration.

and equilibrium, there are two equivalent concepts of rigidity: 1) static rigidity in terms of forces applied on the structure.

of its rigid components and the pattern of their connections at the

is no continuous motion of the structure that preserves the shape

$n$ such that

Equation 5 and the formal connection between interlocking and

ular, $A$

A$_{\text{eq}}$ $x$ = $F$, and $b = -W$ relate statement 1 to Equation 8 while $A^T y$ $\geq$ 0 and $b^T y$ $< 0$.

By assuming that $b = -W$ can be an arbitrary vector (i.e., arbitrary external forces and torques), we can see that the condition of $b^T y$ $< 0$ in statement 2 is equivalent to $y \neq 0$. Statement 2 then becomes exactly consistent with the formulation of interlocking in Equation 5 and the formal connection between interlocking and equilibrium is proved.

Discussion. Our assembly stability analysis is related to structural rigidity theory [Thorpe and Duxbury 2002], whose typical application is to design tensegrity structures [Pietroni et al. 2017]. In this theory, structures are formed by collections of rigid components such as straight rods, with pairs of components connected by flexible linkages such as cables (in contrast, our parts are connected purely by their planar contacts). A structure is rigid if there is no continuous motion of the structure that preserves the shape of its rigid components and the pattern of their connections at the linkages. Similar to the link that we made between interlocking and equilibrium, there are two equivalent concepts of rigidity: 1) infinitesimal rigidity in terms of infinitesimal displacements; and 2) static rigidity in terms of forces applied on the structure.

4 ASSEMBLY STABILITY MEASURE

Our analysis shows that static equilibrium means that the assembly is stable under a constant external force and torque configuration $W$, while global interlocking indicates that the structure is stable under an arbitrary $W$. In practice, ensuring static equilibrium for a single $W$ might be insufficient since the assembly could be exposed to different forces (e.g., live loads). On the other hand, a global interlocking requirement might impose too strict constraints on the assembly’s geometry, as real assemblies usually do not have to experience arbitrary external forces.

This motivates us to consider stability conditions that are more strict than single-load equilibrium, but not as restrictive as global interlocking; see Figure 9. Our idea for quantifying these stability conditions is based on the set of external force and torque configurations $W$ $\in$ $\mathbb{R}^{6n}$ under which the assembly $P$ is in equilibrium, denoted as the feasible set $\Omega(P)$, which has the following properties:

(i) If $W$ $\in$ $\Omega$, then $\lambda W$ $\in$ $\Omega$ ($\lambda$ $\geq$ 0), since we can multiply both sides of Equation 8 with $\lambda$.

(ii) If $W_1$ $\in$ $\Omega$ and $W_2$ $\in$ $\Omega$, then $\lambda W_1 + (1 - \lambda) W_2$ $\in$ $\Omega$ ($\lambda$ $\geq$ 0) due to the linearity of Equation 8.

Hence, $\Omega(P)$ forms a convex cone in $\mathbb{R}^{6n}$. The case where $\Omega(P)$ $=$ $\mathbb{R}^{6n}$ indicates that the assembly is global interlocking.

Figure 9. Spectrum of assembly stability in which the stability increases from left to right, i.e., non-equilibrium (under single load, e.g., gravity), equilibrium but not interlocking that can be quantified by our stability measure $\Phi$, and global interlocking. The gap between our stability measure and interlocking in the spectrum represents stability conditions where an assembly is in equilibrium under all possible gravity directions but not an arbitrary $W$. Similar to [Whiting et al. 2009], we consider a specific class of external force and torque configurations for the analysis and design of TI assemblies, in which each part $P_i$ experiences a force $g_i$ that passes through $P_i$’s center of mass (i.e., $r_i = 0$) and has a constant size (i.e., $\|g_i\|$ equals to $P_i$’s weight). Moreover, we assume that all $g_i$ have the same direction, denoted by the unit vector $d$. This assumption is motivated by the tilt analysis for measuring lateral stability of masonry structures in architecture [Oechsendorf 2002, Zessin 2012]; see again the inset in Section 2. By this, we reduce the degrees of freedom of $W$ from $6n$ to $2$ (i.e., a normalized vector $d$).

We represent each normalized force direction $d$ in spherical coordinates as $d(\theta, \phi)$, where $\theta$ $\in$ $[0^\circ, 360^\circ]$ is the azimuthal angle and $\phi$ $\in$ $[0^\circ, 180^\circ]$ is the polar angle (relative to $-z$, the gravity direction). To compute $\Omega(P)$ we need to find all $d(\theta, \phi)$ $\in$ $\Omega(P)$, here, we check if $d(\theta, \phi)$ $\in$ $\Omega(P)$ by testing whether the assembly $P$ is in equilibrium under external forces with direction $d(\theta, \phi)$ by solving Equation 8. Assuming that an assembly $P$ is in equilibrium under gravity (i.e., $d_g$ $=$ $(0, 0, -1)$ $\in$ $\Omega(P)$), we approximate $\Omega(P)$ by uniformly sampling $\theta$ and finding the critical $\phi$ for each sampled $\theta$ using binary search, thanks to the convexity of $\Omega$. Figure 8 shows an example feasible cone $\Omega(P)$ computed using our approach, as well as its cross section with plane $z = -1$, called the feasible section $\Sigma(P)$.

Given the feasible cone $\Omega(P)$, we define our stability measure as:

$$\Phi(P) = \min \{ \phi \mid d(\theta, \phi) \in \partial \Omega(P) \}$$

where $\partial \Omega(P)$ denotes boundary of the feasible cone $\Omega(P)$. Our measure is actually the minimum critical tilt angle among all possible azimuthal tilt axes, which can be considered as a generalization of the critical tilt angle for a fixed axis [Zessin 2012]; see Figure 8-b&c.
Figure 9 shows how our stability measure is embedded in the whole stability spectrum, where $\Phi = 0^\circ$, $90^\circ$, $180^\circ$ highlight some special stability states. Specifically, the stability states corresponding to $\Phi = 90^\circ$ and $\Phi = 180^\circ$ are adjacent in the spectrum since the feasible cone $\mathbb{C}(P)$ cannot be in-between a half sphere and a whole sphere due to the property of convexity.

5 COMPUTATIONAL DESIGN OF TI ASSEMBLIES

Given a reference surface $S$ as input, our goal is to design a structurally stable TI assembly $P$ that closely conforms to $S$. To make this problem tractable, we first define a parametric model that facilitates a constructive approach for design exploration of TI assemblies. We then show in Section 6 how to optimize for the structural stability of a designed assembly. Figure 10 gives a high-level overview of our computational design pipeline.

5.1 Parametric Model

Dyskin et al. [2013] proposed a parametric model for planar TI assemblies based on a 2D polygonal tessellation $T$ in which the edges are augmented with normalized vectors. We extend this model to parameterize 3D free-form TI assemblies using a 3D surface tessellation $\mathcal{T}$ with augmented vectors.

Parameter space. Specifically, we represent $T$ as a polygon mesh using a half-edge data structure, where each face is denoted as $T_i$ and each pair of half-edges shared by $T_i$ and $T_j$ is denoted as $e_{ij}$ on $T_i$ and $e_{ji}$ on $T_j$. The 3D directional vector defined by each half-edge $e_{ij}$ is denoted as $v_{ij}$ with $||v_{ij}|| = 1$. We assign to each $T_i$ a normal vector $n_i$ defined by the least-squares plane of the polygon's vertices. We further augment each half-edge $e_{ij}$ with a 3D vector $n_{ij}$ where $||n_{ij}|| = 1$ and $n_{ij} \perp v_{ij}$; see Figure 11-a. Each half-edge $e_{ij}$ together with the augmented vector $n_{ij}$ defines a 3D plane.

Block geometry. We intersect all 3D planes associated with the half-edges of each $T_i$ to construct the (convex) geometry of the corresponding block $P_i$ in $P$; see Figure 11-b. Sometimes, the intersected block geometry could be infinite (or simply too bulky), so we optionally trim the blocks using offset planes with normal $\pm n_i$; see Figure 11-d. Blocks corresponding to faces $T_i$ in $T$ that contain a boundary edge will be merged to form the boundary frame, shown in darker shading in the figures. The resulting boundary frame can also be clamped to a smooth outline; see for example Figure 15.

Valid assemblies. For the above construction method to produce a geometrically and structurally valid assembly, we restrict $T$ to only contain convex faces that are not triangles as these would produce pyramid-shaped elements that cannot properly "interlock" with other blocks. We require $n_{ij} = -n_{ji}$ to ensure a proper planar contact face between adjacent blocks. We further require that each face $T_i$ is in the half-space $(v - v_{ij}) \cdot n_{ij} \leq 0$ defined by each augmented half-edge of $T_i$, where $v$ is an arbitrary point and $v_{ij}$ is a point on the edge $e_{ij}$. This will ensure that the intersected geometry of $P_i$ defined by the 3D planes $\{e_{ij}, n_{ij}\}$ is not empty and encompasses the face $T_j$; see the zooming views in Figure 11-b-d.

5.2 Interactive Design

To initialize a design, the user selects a tessellation pattern, adapts global alignment and scaling, and assigns initial augmented vectors. An automatic procedure that checks the above geometric requirements then provides immediate feedback on the assembly’s validity. Specifically, our computational approach proceeds as follows:

Initialize tessellation. Given a reference surface $S$, there are many different ways to create a surface tessellation $T$, including remeshing, surface Voronoi diagrams, or parameterization approaches. Our tool mainly uses conformal maps to lift a planar tessellation onto the surface; see Figure 15 for examples. The user can interactively adjust the location, orientation, and scale of the tessellation. We further optimize the vertex positions using a projection-based optimization [Bouaziz et al. 2012; Deuss et al. 2015] to improve planarity and regularity of the 3D polygons and to ensure proper contacts among blocks by avoiding small dihedral angles. Please refer to the supplementary material for details about this optimization.
The goal here is to obtain alternating directions for adjacent edges of TI assemblies with originally constructed blocks, and with trimmed blocks. Note that the originally constructed blocks in the TI assembly with \( \alpha \) equals to (a) \( 0^\circ \), (b) \( 25^\circ \), (c) \( 45^\circ \), and \( 65^\circ \). From top to bottom: 3D surface tessellation with augmented vectors, TI assemblies with originally constructed blocks, and with trimmed blocks. Note that the originally constructed blocks in the TI assembly with \( \alpha = 0^\circ \) have infinite geometry and thus are not shown.

**Assign vectors \( \{n_{ij}\} \).** For each half-edge \( e_{ij} \) in the tessellation \( T \), we initialize \( n_{ij} \) as \( e_{ij} \times (N_i + N_j) \) after normalization (see Figure 12-a). We then rotate \( n_{ij} \) around \( e_{ij} \), where each \( e_{ij} \) is initialized as a user-specified rotation angle \( \alpha \) and \( x_{ij} \in \{-1, 1\} \) specifies rotational direction (i.e., clockwise or counterclockwise). The goal here is to obtain alternating directions for adjacent edges of a polygon to improve the interlocking capabilities of blocks [Dyskin et al. 2019]. For this purpose, we use a simple flood-fill algorithm that starts with a random edge and traverses the half-edge data structure to assign \( \{x_{ij}\} \) that locally maximize adjacent sign alternations. If all polygons have an even number of edges, this strategy can achieve global alternation (see Figure 12-b), which cannot be guaranteed in general, i.e., when the tessellation contains polygons with odd number of edges.

**Select rotation angle \( \alpha \).** The global parameter \( \alpha \) can be interactively controlled by the user. For each edge we compute an allowable range \([\alpha_{ij}^{\text{min}}, \alpha_{ij}^{\text{max}}]\) that ensures a valid block geometry as defined above and clamp the applied rotation accordingly. Figure 13 shows 3D tessellations generated with different values of \( \alpha \). Due to the efficiency of this construction approach, the user can interactively create and preview TI assemblies while adjusting the design parameters, i.e. the 2D tessellation and its mapping onto the reference surface, the rotation angle \( \alpha \), and the thickness of the blocks. Please refer to the supplementary video for an interactive demo.

6 STRUCTURAL OPTIMIZATION OF TI ASSEMBLIES

The interactive design stage generates a TI assembly \( P \) as input to the subsequent stages of our computational pipeline (Figure 10-d&e). If our analysis algorithm of Section 3.1 reveals that \( P \) is globally interlocking, no further optimization is required. Otherwise, we run a structural optimization that distinguishes several cases (see also Algorithm 1): If the initial design is not in static equilibrium under gravity, we first run an optimization to find a stable state (Section 6.2). To make these computations tractable, we only optimize the augmented vectors \( \{n_{ij}\} \) while fixing the tessellation \( T \).

If a stable configuration is found, we evaluate its stability score as discussed in Section 4. If \( \Phi = 180^\circ \), then no further optimization is required. If \( \Phi = 90^\circ \), then finding a static equilibrium for any force direction in the upper hemisphere without breaking equilibrium for the directions in the lower hemisphere will result in \( \Phi = 180^\circ \) due to convexity of the feasible set \( \mathcal{G} (P) \). We therefore simply run our optimization for all the six axial directions. Finally, if \( \Phi \in [0^\circ, 90^\circ] \), we optimize stability for an incrementally growing cone of directions (Section 6.1).

**Algorithm 1 Algorithm of structural optimization on a TI assembly \( P \) to improve its stability.**

1. \begin{align*}
&\text{function } \text{StructuralOptimization}( \ P \ ) \\
&\quad S \leftarrow \text{StabilityAnalysis}( \ P \ ) \quad \triangleright \text{See Section 3} \\
&\quad \text{if } S = \text{Interlocking} \text{ then} \\
&\quad \quad \text{return} \\
&\quad \text{else if } S = \text{NonEquilibrium} \text{ then} \\
&\quad \quad \text{if } \text{OptimizeAssembly}( \ P, \ d_\Phi ) \neq \text{Success} \text{ then} \\
&\quad \quad \quad \Phi \leftarrow \text{ComputeStabilityMeasure}( \ P \ ) \quad \triangleright \text{See Section 4} \\
&\quad \quad \text{if } \Phi = 180^\circ \text{ then} \\
&\quad \quad \quad \text{return} \\
&\quad \quad \text{else if } \Phi = 90^\circ \text{ then} \\
&\quad \quad \quad \text{if } \text{OptimizeAssembly}( \ P, \ \{\pm x, \pm y, \pm z\} ) \neq \text{Success} \text{ then} \\
&\quad \quad \quad \quad \text{return} \\
&\quad \quad \quad \text{else} \\
&\quad \quad \quad \quad \omega \leftarrow \omega_c \quad \triangleright \omega_c = 1.2 \text{ in our experiments} \\
&\quad \quad \quad \quad \text{while } \omega > \omega_L \text{ do} \\
&\quad \quad \quad \quad \quad \Phi_{\text{tagt}} \leftarrow \omega \Phi \\
&\quad \quad \quad \quad \quad \{d_k\} \leftarrow \text{ComputeTargetDirections}( \Phi_{\text{tagt}}, \ P \ ) \\
&\quad \quad \quad \quad \text{if } \text{OptimizeAssembly}( \ P, \ \{d_k\} ) = \text{Success} \text{ then} \\
&\quad \quad \quad \quad \quad \omega \leftarrow \omega_c \\
&\quad \quad \quad \quad \quad P \leftarrow P^* \quad \triangleright P^* \text{ is the optimized assembly} \\
&\quad \quad \quad \quad \text{else} \\
&\quad \quad \quad \quad \quad \omega \leftarrow \delta \omega \quad \triangleright \delta = 0.95 \text{ in our experiments} \\
&\quad \quad \text{return}
\end{align*}

ACM Transactions on Graphics, Vol. 38, No. 6, Article 193. Publication date: November 2019
6.1 Compute Target Force Directions

Given a TI assembly \( P \) with stability measure \( \Phi(P) \in [0^\circ, 90^\circ) \), the radius of the largest inner circle (centered at the origin) of the feasible section \( S(P) \) is \( \tan(\Phi) \); see again Figure 8(c). To improve the stability measure from \( \Phi \) to \( \Phi_{\text{tagt}} = \omega \Phi \ (\omega > 1) \), we need to modify the feasible section and enlarge the radius of its largest inner circle from \( \tan(\Phi) \) to \( \tan(\Phi_{\text{tagt}}) \). To this end, we approximate the target feasible section \( S_{\text{tagt}}(P) \) with a convex polygon that completely contains the target circle with radius \( \tan(\Phi_{\text{tagt}}) \). The vertices \( \{v_k\} \), \( 1 \leq k \leq K \), of the polygon should be as close as possible to the current feasible section \( S(P) \) to require minimal change to the geometry of the blocks. In our experiments, we choose \( K = 6 \) as a trade-off between computation efficiency and approximation accuracy.

We initialize the vertices as a regular \( K \)-sided polygon that encloses the target circle and optimize their positions to minimize their distances to the current feasible section \( S(P) \); see supplementary material for details about the optimization. Figure 14-c shows an example target feasible section \( S_{\text{tagt}}(P) \) approximated with a hexagon using our approach, together with the current and target inner circles. Each vertex of the target feasible section (i.e., the hexagon) corresponds to a 3D force direction that is usually outside of the current feasible cone \( C(P) \); see the purple lines in Figure 14-d. We denote these target force directions corresponding to \( \{v_k\} \) as \( \{d_k\} \).

6.2 Optimize TI Assembly

Given the set of target force directions \( \{d_k\} \), the goal of our optimization is to include each direction \( d_k \) in the feasible cone \( C(P^*) \) of the optimized assembly \( P^* \). If this optimization succeeds, we enlarge \( \Phi_{\text{tagt}} \), recompute the target force directions \( \{d_k\} \), and repeat the optimization. Otherwise, we have to lower the optimization goal by decreasing \( \Phi_{\text{tagt}} \), and repeat the optimization. Our optimization terminates when the stability measure \( \Phi \) cannot be improved any more; see again Algorithm 1.

**Problem Formulation.** Our optimization can be formulated as:

\[
\{\alpha_{ij}^t\} = \arg\min_{\{\alpha_{ij}\}} \sum_{k=1}^{K} E(P, d_k)
\]  

where \( E(P, d_k) \) quantifies the assembly’s infeasibility to be in equilibrium under external forces along direction \( d_k \); \( A_{\text{thres}} \) is the minimum allowable contact size among the blocks (for face-face contacts only); and \( [\alpha_{ij}^{\min}, \alpha_{ij}^{\max}] \) is the user-specified range for every \( \alpha_{ij} \) to preserve the assembly appearance while \( [\alpha_{ij}^{\min}, \alpha_{ij}^{\max}] \) is the range for constructing blocks with valid geometry (see again Figure 12-c).

We compute the energy \( E(P, d_k) \) following the approach in [Whiting et al. 2012], where the key idea is to allow tension forces to act as "glue" at block interfaces to hold the assembly together, to penalize the tension forces, and to use their magnitude to quantify the infeasibility to be in static equilibrium.

In detail, we first express each contact force \( f_{ij}^c \) at vertex \( c \) of contact \( C_i \) in terms of compression and tension forces using the difference of two non-negative variables:

\[
f_{ij}^c = f_{ij}^{c+} - f_{ij}^{c-} = f_{ij}^{c+} - f_{ij}^{c-} \geq 0
\]

where \( f_{ij}^{c+} \) and \( f_{ij}^{c-} \) are the positive and negative parts of \( f_{ij}^c \), representing the compression and tension forces, respectively. Our objective is to minimize tension forces between the blocks in the assembly \( P \) under external forces along direction \( d_k \), subject to the equilibrium constraint:

\[
E(P, d_k) = \min_{\{f_k\}} H f_k
\]

s.t. \( \text{Area}(C_i) \geq A_{\text{thres}}, \forall \text{ contact } C_i \)

\[
\max(\alpha_{ij}^{\min}, \alpha_{ij}^{\max}) \leq \alpha_{ij} \leq \min(\alpha_{ij}^{\min}, \alpha_{ij}^{\max})
\]

\[
\text{s.t. } \text{Area}(C_i) \geq A_{\text{thres}}, \forall \text{ contact } C_i
\]

\[
\max(\alpha_{ij}^{\min}, \alpha_{ij}^{\max}) \leq \alpha_{ij} \leq \min(\alpha_{ij}^{\min}, \alpha_{ij}^{\max})
\]

where \( E(P, d_k) \) quantifies the assembly’s infeasibility to be in equilibrium under external forces along direction \( d_k \); \( A_{\text{thres}} \) is the minimum allowable contact size among the blocks (for face-face contacts only); and \( [\alpha_{ij}^{\min}, \alpha_{ij}^{\max}] \) is the user-specified range for every \( \alpha_{ij} \) to preserve the assembly appearance while \( [\alpha_{ij}^{\min}, \alpha_{ij}^{\max}] \) is the range for constructing blocks with valid geometry (see again Figure 12-c).

We compute the energy \( E(P, d_k) \) following the approach in [Whiting et al. 2012], where the key idea is to allow tension forces to act as "glue" at block interfaces to hold the assembly together, to penalize the tension forces, and to use their magnitude to quantify the infeasibility to be in static equilibrium.

In detail, we first express each contact force \( f_{ij}^c \) at vertex \( c \) of contact \( C_i \) in terms of compression and tension forces using the difference of two non-negative variables:

\[
f_{ij}^c = f_{ij}^{c+} - f_{ij}^{c-} = f_{ij}^{c+} - f_{ij}^{c-} \geq 0
\]

where \( f_{ij}^{c+} \) and \( f_{ij}^{c-} \) are the positive and negative parts of \( f_{ij}^c \), representing the compression and tension forces, respectively. Our objective is to minimize tension forces between the blocks in the assembly \( P \) under external forces along direction \( d_k \), subject to the equilibrium constraint:

\[
E(P, d_k) = \min_{\{f_k\}} H f_k
\]

s.t. \( \text{Area}(C_i) \geq A_{\text{thres}}, \forall \text{ contact } C_i \)

\[
\max(\alpha_{ij}^{\min}, \alpha_{ij}^{\max}) \leq \alpha_{ij} \leq \min(\alpha_{ij}^{\min}, \alpha_{ij}^{\max})
\]

Here \( f_k \) is the vector of contact forces represented as \( \{f_{ij}^{c+}, f_{ij}^{c-}\} \), \( H \) is a diagonal weighting matrix for the tension (large weights) and compression (small weights) forces, \( W_k \) is the vector of external forces acting on each block along direction \( d_k \), and \( F_k \) is the vector of contact forces.

**Optimization Solver.** Our optimization in Equation 10 is very similar to the equilibrium optimization of 3D masonry structures. Hence, we solve our optimization following the gradient-based approach of [Whiting et al. 2012] with several important differences:

- Our optimization aims to achieve static equilibrium under forces along each target force direction in \( \{d_k\} \) respectively, rather than along a single gravitational direction.
- Our assemblies do not rely on friction, so we eliminate the friction constraints in the equilibrium condition in Equation 12.
- We compute the gradient of the energy \( E(P, d_k) \) with respect to the vector rotation angles \( \{\alpha_{ij}\} \), while [Whiting et al. 2012] computes it with respect to the positions of the block vertices; see the supplementary material for derivations of our gradients.

Figure 14 shows example TI assemblies before and after our optimization for a set of fixed target force directions \( \{d_k\} \). The histograms of the vector rotation angles \( \{\alpha_{ij}\} \) show that our optimization adaptively adjusts these angles to make the assembly in static equilibrium for each of these force directions.
7 RESULTS AND DISCUSSION

We implemented our tool in C++ and OpenGL, and employed MOSEK [2019] and Knitro [2019] for solving our optimizations. We conducted all experiments on an iMac with a 4.2GHz CPU and 32GB memory. Our tool supports a variety of patterns as illustrated in Figure 15. We tested our design and optimization pipeline on a wide range of surfaces in Figure 17, e.g., Free Holes with high genus, Flower with zero mean curvature (i.e., minimal surface), and Surface Vouga with both positive and negative Gaussian curvature. Figure 16 shows that our tool allows generating structurally stable TI assemblies from non-self-supporting surfaces, i.e., with a flat part or even an inverted bump on the top.

Table 1 summarizes the statistics of all the results presented in the paper. The third to sixth columns list the total number of parts, the total number of contacts, and the number of contacts for each specific type, respectively. As can be seen, face-face contacts are dominant in all the results. The seventh to ninth columns show the stability measure $\Phi$ before and after the optimization, and the interlocking test result on the assembly. In general, stability improves significantly; e.g., from non-equilibrium to $\Phi = 53.8^\circ$ for Surface Vouga, from $\Phi = 33.8^\circ$ to global interlocking for Hyperbolic. One interesting observation in our experiments is that TI assemblies constructed from a minimal surface are easy to be globally interlocking, even without structural optimization, e.g., Roof in Figure 1 and Flower in Figure 17. The tenth and eleventh columns show timing statistics of the TI geometry initialization from given parameters (in milliseconds) and the complete structural optimization on the geometry (in minutes), respectively.

Table 1. Statistics of the resulting TI assemblies in the paper.

<table>
<thead>
<tr>
<th>Fig</th>
<th>Surface</th>
<th># Part</th>
<th># Contact</th>
<th># Face-face contact</th>
<th># Edge-edge contact</th>
<th>Before Optim.</th>
<th>After Optim.</th>
<th>Global Interlocking</th>
<th>Init. Time (ms)</th>
<th>Optim. Time (min)</th>
</tr>
</thead>
<tbody>
<tr>
<td>1.1</td>
<td>Roof</td>
<td>62</td>
<td>264</td>
<td>264</td>
<td>0</td>
<td>180.0</td>
<td>180.0</td>
<td>Yes</td>
<td>4.4</td>
<td></td>
</tr>
<tr>
<td>1.2</td>
<td>Bump</td>
<td>110</td>
<td>408</td>
<td>408</td>
<td>0</td>
<td>0.8</td>
<td>13.4</td>
<td>No</td>
<td>2.3</td>
<td>474.4</td>
</tr>
<tr>
<td>1.3</td>
<td>Lilium</td>
<td>105</td>
<td>432</td>
<td>432</td>
<td>0</td>
<td>-</td>
<td>16.2</td>
<td>No</td>
<td>5.6</td>
<td>299.8</td>
</tr>
<tr>
<td>1.4</td>
<td>Disk</td>
<td>113</td>
<td>522</td>
<td>381</td>
<td>141</td>
<td>-</td>
<td>31.7</td>
<td>No</td>
<td>5.1</td>
<td>758.7</td>
</tr>
<tr>
<td>1.5</td>
<td>Ipad</td>
<td>103</td>
<td>565</td>
<td>456</td>
<td>163</td>
<td>1.4</td>
<td>31.8</td>
<td>No</td>
<td>2.8</td>
<td>78.1</td>
</tr>
<tr>
<td>1.6</td>
<td>Flower</td>
<td>346</td>
<td>1132</td>
<td>1132</td>
<td>0</td>
<td>180.0</td>
<td>180.0</td>
<td>Yes</td>
<td>18.2</td>
<td></td>
</tr>
<tr>
<td>1.7</td>
<td>Torus</td>
<td>120</td>
<td>507</td>
<td>507</td>
<td>0</td>
<td>10.6</td>
<td>25.1</td>
<td>No</td>
<td>6.7</td>
<td>54.5</td>
</tr>
<tr>
<td>1.8</td>
<td>Hyperbolic</td>
<td>110</td>
<td>428</td>
<td>428</td>
<td>0</td>
<td>32.6</td>
<td>180.0</td>
<td>Yes</td>
<td>5.8</td>
<td>32.7</td>
</tr>
<tr>
<td>1.9</td>
<td>Prisulun</td>
<td>122</td>
<td>665</td>
<td>351</td>
<td>334</td>
<td>5.2</td>
<td>35.3</td>
<td>No</td>
<td>5.3</td>
<td>31.6</td>
</tr>
<tr>
<td>1.10</td>
<td>Pentagon</td>
<td>100</td>
<td>740</td>
<td>740</td>
<td>0</td>
<td>31.9</td>
<td>78.5</td>
<td>No</td>
<td>12.7</td>
<td>471.1</td>
</tr>
<tr>
<td>1.11</td>
<td>Sea</td>
<td>138</td>
<td>580</td>
<td>580</td>
<td>0</td>
<td>33.1</td>
<td>65.0</td>
<td>No</td>
<td>7.7</td>
<td>1141.1</td>
</tr>
<tr>
<td>1.12</td>
<td>Buga_Porch</td>
<td>136</td>
<td>636</td>
<td>636</td>
<td>0</td>
<td>26.2</td>
<td>77.1</td>
<td>No</td>
<td>11.4</td>
<td>258.1</td>
</tr>
<tr>
<td>1.13</td>
<td>Yane</td>
<td>95</td>
<td>565</td>
<td>291</td>
<td>274</td>
<td>14.6</td>
<td>36.5</td>
<td>No</td>
<td>4.7</td>
<td>24.1</td>
</tr>
<tr>
<td>1.14</td>
<td>Surface Vouga</td>
<td>104</td>
<td>429</td>
<td>429</td>
<td>0</td>
<td>-</td>
<td>53.8</td>
<td>No</td>
<td>6.1</td>
<td>165.8</td>
</tr>
<tr>
<td>1.15</td>
<td>Free Holes</td>
<td>345</td>
<td>1371</td>
<td>1371</td>
<td>0</td>
<td>18.3</td>
<td>46.6</td>
<td>No</td>
<td>17.4</td>
<td>340.0</td>
</tr>
</tbody>
</table>
8 CONCLUSION

In this paper we studied how to approximate freeform design surfaces with structurally stable assemblies of convex rigid pieces. When analyzing their interlocking behavior, we observed that simultaneous multi-part motions and part rotations need to be considered when formulating a general algorithm to test for global interlocking. Our new formulation then led to the formalization of a link between the geometric property of global interlocking and force-based equilibrium conditions. This provided the key insight to formulate a general stability metric that is suitable for optimization.

Our experiments show how this optimization allows creating structurally stable assemblies of convex elements that can approximate a wide variety of double-curved freeform surfaces.

However, not all input designs are suitable for our method. For certain models, for example, closed surfaces or surfaces with a significant concave cavity, our method does not find an equilibrium under gravity; see Figure 20 for two examples. In addition, we make a number of idealized assumptions. We model the boundary frame as a single part yet break the frame into two subparts for fabrication and assembly, which might affect prediction accuracy of our computational method. We also assume rigidity and perfect accuracy of the assembly blocks. For practical applications, questions related to fabrication tolerances and their effect on the global assembly are important, as accumulation of fabrication errors could lead to structural failure of a supposedly stable assembly.

Our stability measure considers load-induced external forces acting on the center of gravity of each block. As a consequence, our
optimization only aims for static equilibrium under all possible gravity directions yet not under all possible force and torque configurations. This also means that we currently do not directly optimize for globally interlocking assemblies (see also Figure 9). Formulating a stability measure and corresponding optimization to support all possible force and torque configurations would be an interesting future work.

Our structural optimization adapts the rotation angles \( \{\alpha_{ij}\} \) of the augmented vectors while keeping the surface tessellation fixed. Extending the method to also optimize the tessellation is an interesting research challenge. Another possible extension is to also consider non-convex blocks or curved contact surfaces. Other interesting future work is on finding optimal assembly sequences, e.g. with respect to the required support structure, improving the computational performance of the optimization, or analyzing and optimizing structural stability under element failure. Finally, interesting theoretical questions emerge. For example, what is the class of surfaces for which a globally interlocking assembly with convex blocks is possible? We expect minimal surfaces to be in this class, but we do not yet have a proof of this conjecture.

ACKNOWLEDGMENTS

We thank the reviewers for their valuable comments, Martin Kilian for providing surface models of Blob, Pentagon, and Free Holes, Daniele Panozzo for providing the Surface Vouga model, and Julian Panetta, Mina Konakovíc-Luković for proofreading the paper. This work was supported by the Swiss National Science Foundation (NCCR Digital Fabrication Agreement #51NF40-141853) and the SUTD Start-up Research Grant (Award Number: SRG ISTD 2019 148).

REFERENCES


ACM Transactions on Graphics, Vol. 38, No. 6, Article 193. Publication date: November 2019